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Abstract
Cloud computing has brought new paradigms of data management. However, big data
creates big problems. Security of data stored in cloud databases is one of those problems
that worry individuals and organizations who store and manages sensitive data in cloud.
Ensuring integrity of such data is of utmost priority. However the task becomes difficult
when insider threat - which is a major problem in cloud computing – is considered. This
paper discusses the problem of insider threat in cloud relational databases, and how it can
affect integrity. Moreover, it introduces a mechanism to protect sensitive data from being
updated by malicious insiders to an extent that critical applications are affected. The
proposed model monitors updates on all data items; but the priority is given to secure
sensitive data items first since any damage to them can result in serious consequences. In
addition to providing a detailed description of the requirements and functioning of the
model, this paper outlines three layouts for applying the required data structures and
discusses the advantages and disadvantages of each one.
Keywords: - Cloud databases, Insider Threat, Sensitive Data, Malicious Updates,
Dependency Graphs

1.

Introduction

Cloud computing has provided a much needed venue for storage and manipulation of big data. People from
all walks of life are using cloud to store their data – personal or organizational – without even knowing
where and how the data is being stored. They may not even know who else can or has access to their data;
but, many trust that their data is secure. However, as the saying goes, big data creates big problems. Among
the various types of security issues, insider threat is a key concern in cloud data management. Along with
the volume of data stored in cloud, the number of users who have access to such data increases significantly.
Thus, the possibility of a threat from an insider is much higher in cloud databases than that in traditional
databases. CERT and Schultz (2002) shows that even though attacks such as Trojans, malware, hacking,
etc. that arise from the outside and cause immense damage to databases, insider threats pose a significantly
higher level of risk than outsiders do. While insider threat mitigation is still a critical research topic in
traditional computing arena, the severity of the problem grows manifold when cloud computing is
considered. Indeed the problem can generally be divided into three types: breach of confidentiality, breach
of integrity, and lack of data availability. In our work (Yaseen 2009; Yaseen 2012; Althebyan 2008), we
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have performed some work that deals with confidentiality and availability. A short discussion of those is
provided in the next section.
Cloud techniques such as multi-tenancy and live migration are considered a key success of the cloud;
however, they could be a source of insider threat. Adopting multi-tenancy in cloud relational databases
reduces the operating cost by allowing powerful resources sharing among tenants. Load balancing are
performed using live migration, where a tenant is migrated from overloaded nodes to idle (or low-loaded)
nodes. However, live migration may pose a delay in delivering services since it limits the availability during
migration process. Developing methodologies for efficient and low cost live migration has received
significant attention by researchers. A number of methods have been proposed for effective live migration
such as Albatross (Das 2011) and Zephyr (Almore 2011). However, multi-tenancy and load balancing may
bring new security challenges, such as migrating a tenant from a secure node to a less secure one. Therefore,
new methodologies should be developed to protect tenants and their data before, during and after live
migration. This can be achieved by migrating tenants to secure nodes or by migrating the required data
needed to guarantee the security of tenants. This paper introduces a model that protects integrity of
sensitive data, and provides three layouts, which are Centralized layout, Replicated layout and MigrateUpon-Request layout, that can be employed in cloud relational databases to protect integrity. The model
partitions the data into two types: sensitive and regular. It is assumed that many critical applications rely
on and make use of sensitive data and, therefore, integrity of these data items must be protected at any cost
in order to guarantee that functioning of those critical applications can be carried out both securely and
accurately.
The rest of the paper is organized as follows. The next section discusses some of the related work. Section 3
discusses preliminaries, which demonstrates some existing techniques for cloud relational database
management. Moreover, it discusses some of our efforts in defending against integrity violations by insiders
in traditional databases. Some of the challenges that the cloud relational database brought to insider threat
mitigation methodologies are discussed in section 4. The proposed models for enforcing data integrity
through insider threat assessment in the cloud is presented in section 5. Section 6 provides the conclusions
and a brief outline of some future work.

2.

Related Work

Cloud computing is a promising technology that offers large-scale and on-demand computing
infrastructure. Attaining low cost, high availability, and live migration are some of the main goals of the
research on cloud computing (Schultz 2002, Althebyan 2008). Assuring cloud security is vital to achieving
trust of customers. Some security concerns in cloud computing are discussed in (Subashini 2011; Takabi
2010). The term “insider” carries many definitions and we mention only a few of them here. Predd (2008)
defined the insider as “someone with legitimate access to an organization’s computers and networks”.
Bishop and Gates (2008) address an insider as “a trusted entity that is given the power to violate one or
more rules in a given security policy... the insider threat occurs when a trusted entity abuses that power.”
Brackney (2004) defined the insider as, “Anyone with access, privilege, or knowledge of information
systems and services”. In this paper we adopt the definition by Yaseen (2009) “An insider is someone who
has authorized access, privileges or knowledge of the relational database system he/she uses, and is
familiar with the dependencies between data objects as well as the related mappings, and is motivated to
violate the security policy of the system through authorized access”.
A few methods to prevent insider threats have been introduced till date. In a paper by Spitzner (2004),
honeypots have been used to detect insider threat. They discuss several ways of indicating insider threats
by combining honeypots with honeytokens and honeynets. Apart from this, various mechanisms like attack
graphs and trees have been proposed in many papers. One such paper (Ray 2005) uses attack trees as a
framework to monitor the activities of users and also to catch them if their target node is found along the
tree. Adding to this, in (Franqueira 2007) use of attack decomposition trees and attack vs. defense matrices
for insider threat defense is discussed.
Yaseen (2009) discussed how an unauthorized insider can acquire knowledge of a relational database by
detecting dependencies between objects. Sufficient amount of work has been performed in preventing
insiders, who build their knowledge by exploring dependencies in order to access sensitive information. The
model presented in (Yaseen 2009) also deals with dependencies, but in contrast to other models, it deals
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with malicious write operations. In (Chinchani 2005), the authors proposed a model called a key challenge
graph, which describes various paths an insider could take to reach the target node.
Few Research has been performed in cloud databases. Hacigumus introduced CloudDB, a data
management platform in the cloud. CloudDB has some features that accommodates cloud environment. It
has three types of data stores, which are row store, key-value store, and analytics store to satisfy different
workload types. For example, analytics store is a read-optimized and a throughput oriented technique
designed to efficiently handle OLAP workloads, meanwhile, key-store is used to achieve higher levels of
scalability for read/write intensive workloads. In addition, CloudDB uses both partitioning and replication
techniques to guarantee availability and scalability. Curino (Curino 2011) introduced a new framework for
relational database on the cloud, called Relational Cloud. Their approach supports new models for efficient
multi-tenancy to reduce the resources required for a workload, an elastic scale-out model to serve growing
workloads, and models to preserve privacy. In addition, Relational Cloud contains techniques for efficient
partitioning, replication and migration to maximize availability and reliability. Also, Relational Cloud does
not mix the data of different tenants into a shared database or table. Instead, that databases that belongs to
different tenants are executed on the same database server. In industry, the cloud relational database
service are offered by some cloud providers such as Amazon (Amazon RDS) and Microsoft (Microsoft SQL
Azure) .
Very little work has been performed on insider threat in cloud relational databases. Yaseen and Panda
(Yaseen 2012) discussed the problem of insider threat on confidentially, and proposed some models to
prevent insiders from acquiring unauthorized knowledge. However, this paper focuses on protecting
integrity of data in cloud relational databases.

3.

Preliminaries

Cloud relational databases use new methods for dealing with transactions in order to maximize
performance and utilization. Therefore, defending integrity in this new environment needs new
methodologies. Designing such methodologies need a broad understanding of the way transactions are
processed in cloud RDB. In addition, traditional techniques that are used for preserving integrity in
traditional relational databases should be investigated and analyzed to show its incompatibility with the
new environment. This section introduces the approaches used to run transactions in cloud relational
databases, and discusses an approach we proposed to defend integrity in traditional relational databases.

3.1 Cloud Transactions Processing

Database as a service (DBaaS) can be implemented using two models, which are shared nothing
database and shared storage database. In shared nothing databases, independent databases are maintained
in network nodes, where a database is partitioned among nodes. However, in shared storage databases,
network nodes share and access one copy of a database stored in a network attached storage (NAS). Cloud
relational databases can be implemented using either models; however, shared storage databases are
recommended because of their scalability property.
In cloud platforms, multitenancy allows effective resource sharing among applications, which are called
tenants. Resource sharing among tenants is necessary for applications that have varying resource
requirements. Different models are used for resource sharing (multitenancy), which are shared machine,
shared process, and shared table. In shared machine, tenants share the physical hardware only, but they
have their own virtual machines VMs and their own database processes. However, shared process and
shared table multitenancy models, tenants share the same databases process, and database tables
respectively (Das 2011).
Elastic scaling and load balancing are required to achieve good performance in minimal operational costs
for tenant databases in cloud infrastructure. Multiple tenant databases are consolidated to a single node to
maximize utilization. Load balancing moves tenants from overloaded nodes to idle nodes or nodes with
capacity less than the peak. This migration process, which is called live migration, is necessary to ensure
that service level agreements (SLAs) are met (Das 2011).
Several techniques may be used for live migration in cloud relational databases. One of these is called stopand-copy. A system using this model prevents updates on the tenant, makes a checkpoint of the tenant
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database and moves this image to the destination node, where it should be restarted. Obviously, this
technique imposes a long unavailability due to the time required for making and transferring the checkpoint
and warming up the cache at the destination node (Elmore 2011).
The Iterative State Replication (ISR) technique overcomes the drawbacks of the stop-and-copy model by
copying the checkpoint in an iterative manner. Furthermore, the source node continues serving requests
while sending the copy to the destination node. During the loading process to the destination node, updates
made to the source copy are transferred too until reaching the preset maximal iteration count or until the
amount of data to be transferred becomes small. In this case, the migration process enters the stop and
copy window in which the updates are prohibited (Elmore 2011). Clearly, read requests can still be served
during the stop and copy window since updates are not allowed.
Some models have been proposed based on the idea of ISR such as Zephyr (Elmore 2011) and Albatross
(Das 2011). Zephyr was proposed to be used for live migration in shared nothing database architecture,
which is shown in Figure 1. Zephyr reduces the unavailability time produced during the final stop phase in
ISR by allowing the execution of concurrent transactions on the source and destination nodes. It uses three
modes, which are init mode, dual mode and finish mode. In init mode, zephyr transfers a copy of wireframe
(schema, data definitions, index structures and authentication information) of the migrated database Dm
from the source node Ns to the destination node Nd. In the dual mode, transactions are routed to Nd using
a query router. In this case, both Ns and Nd will have transactions to be processed concurrently. Pages are
transferred to Nd on demand; when needed by the transactions on Nd . Pages are pulled from Ns to Nd when
they are not locked by Ns only. When Ns finishes executing the transactions that were active at the start of
dual mode, it gives the exclusive ownership of Dm to Nd. At the finish mode, Ns transfers all remaining pages
to Nd.
Zephyr eliminates the need to transfer the iterative updates in ISR since it copies the page only once.
Furthermore, it reduces the unavailability window by allowing concurrent transactions. However, Zephyr
aborts a transaction T in two cases. First, if T at Ns accesses a migrated page. Second, if T sends an update
request for index structures to either Ns or Nd.

Figure 1. Shared Nothing Cloud Database
Albatross (Das 2011) has been proposed for live migration in shared storage database architecture, which
is shown in Figure 2, where a database is stored in Network Attached Storage (NAS) severs. In this model,
migrating the database image is not required since tenants share the same database process. Albatross
migrates caches and the states of active transactions. In a similar manner to Zephyr, copying caches and
4
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transactions’ states are performed iteratively, which minimizes the unavailability window during migration.
Similarly, Albatross uses three migration phases, which are begin migration, iterative copying and atomic
handover. These phases are similar to those in Zephyr, however, Albatross migrates caches, while Zephyr
migrates database images.

Figure 2. Shared Storage Cloud Database

3.2 Data Integrity Protection Model
An insider can update a data item in two ways. First, through direct access, when the insider has write
permissions on the data item s(he) is trying to modify. So, as an authorized user, (s)he can make
modifications directly on the object. Second method is through indirect access where the insider might not
have permissions to modify the data item as such, but can still change it through data dependency
relationships. That is, when a precursor data item is changed, it makes a change in the dependent item –
directly or transitively. As an example, consider the relationship between employee rank and salary where
rank is used as a factor to calculate the salary. If the insider does not have access to salary but has
permission to change rank, by changing the value of rank, (s)he can affect the salary. It must be pointed
out here that, this is a very rudimentary example and one would not grant a user write permission on rank
knowing that (s)he is not allowed to change salary. But, dependency relationships can be much more
complex and not as straightforward particularly when large volumes of data are being managed. The above
simple example is provided merely to explain the issue.
In our integrity protection model, we use a threshold for each data item to determine how much error is
tolerable. That is, if a data item is modified and the change in value is within the threshold, the system will
allow the new value to replace the old. Otherwise, it will signal a threat and a verification process is initiated
to ensure the validity of the write operation. The process may be an automated one or may include
intervention by the associated organization or security officials. Details of the process are beyond the scope
of this paper and we do not delve into further discussion due to space constraints. Next, we provide some
definitions that are needed to explain the model.

Definition 1: A cloud database may contain sensitive or regular data items. All sensitive data items must
be closely monitored as they are used in critical applications. Changes to regular data items are expected
not to cause any immediate problem.
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Definition 2: A data item y is said to be dependent on data item x (denoted as x→y), if y is a function of x;
i.e., y is calculated using the value of x. Using the example mentioned before, salary is dependent on rank
of an employee.
Definition 3: A dependency graph shows the dependency relationships among the associated data items,
where the data items are denoted as nodes and relationships are represented as arrows indicating the
direction of the relationship (as x→y in Definition 2). Figure 3 shows an example dependency graph.

a
c

b

d

e

f

Figure 3. An Example Dependency Graph
In some of our prior work (Yaseen 2012; Panda 1999) we have explained how to develop a dependency
graph; interested readers are requested to refer to those publications.

Definition 4: The amount of change made to a data item ‘i’ by a write operation is denoted as Δi.
Definition 5: For every data item ‘i’ in the cloud database a threshold Ti is defined to signify the limit to
which the corresponding data item could be modified without causing a threat.
Calculation of the change in case of numerical attributes is straightforward. However, it is not so simple
for non-numerical attributes. One approach that can be adopted in latter case is to define the set of all
possible values. Then a ∆ value can be created and associated for changes from one value to the other in the
set. For example, there could be a predefined order in which values must change and the order itself is the
∆. Any change that does not conform to the order is considered a threat.
Realistically, if a relational database is being used, a threshold can be defined for an entire table, for an
attribute, for a tuple, or for each data item. The threshold for each sensitive data item must be set to 0 so
that any change to such a data item would trigger a verification process. Similarly, any data item with
threshold set to infinity would mean that any change to it is acceptable. Thresholds for other data items can
be set dynamically and fine-tuned as needed to indicate the associated the risk level.
Definition 6: Multiple updates to a data item i would result in multiple Δi values, which can then be added
together to indicate the total change Δti.
When the Δti value for a data item exceeds the associated threshold Ti, a threat is presumed and a verification
process is warranted. After a successful verification, the Δti value is set to 0 implying there are no unverified
write operations on data item i. Indeed it is time consuming to check every update made to the database.
So, only the data items whose ∆ values are zero are checked immediately. Indeed those are the sensitive
data items. We do not claim that the changes to a regular data item are immaterial; but checking each
change to such data will slow down system performance significantly. Hence, our priority is to safeguard
the sensitive data items first, and then periodically track the regular data items to assure they are free from
threats. We understand that the verification process will cause some delay; nevertheless when security is a
top priority, delays are small prices one must be willing to pay. Next, we describe the threat identification
and management process.

6

Editors: Brajendra Panda and Qussai Yaseen

3.3 Threat Mitigation

Generally in all large databases, numerous dependencies exist among its data items, and these dependency
relationships are advantageous for malicious insiders. Those who are not authorized to access sensitive data
items can use dependencies as a means of damaging those data in an indirect manner. They make an effort
to guess the dependencies among regular data items and the sensitive data items, as a result of which they
can successfully modify the latter by modifying some of the former.
To start with, our model requires that the dependencies among the data items be identified. This is a
process that could be carried out during database design phase (for example, considering primary key
foreign key relationships, studying the normalization process, etc.). For the databases that are already
operational, one must consult with people who designed the database for effective identification of the
dependencies. Once all dependency relationships are identified, Transactions Dependency Graphs TDG,
which demonstrate the prediction of a particular transaction’s impact on the database and other
transactions, are built. It is worth observing that such a TDG may be a set of disconnected graphs and there
may be numerous clusters in it each of which is a connected graph. Figure 4 shows an example TDG. In a
TDG, rectangular nodes represent transactions and circular nodes represent data items. A solid edge from
a transaction (T1 in this example) to data items (A, B, C in this example) indicates that the transaction is
updating the data items. Dashed arrows point to transactions and data items that may be affected by
executing the transaction T1. A dashed arrow from a data item to a transaction means that the transaction
will read the data item, and a dashed arrow from a transaction to a data item means that the transaction
will update the data item. The data item in red circle, which is x in this example (see Figure 4), denotes that
the data item is critical. A critical data item contains highly sensitive information, while other data items
are called regular since they contain regular information.
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Figure 4. Transactions Dependency Graph TDG
When a transaction performs a write operation on a data item i, the Δi value is calculated and gets added to
the corresponding Δti. Indeed at the beginning, the Δti value is set to zero. Next, depending on the type of
the data item that was updated various actions are performed to assess the threat level. There are three
cases: (a) the data item is a sensitive item and the modification does not affect any other sensitive item, (b)
the data item is a regular item and the modification does not affect any sensitive item, and (c) the data item
is either sensitive or a regular item however the modification does affect at least one sensitive item
immediately.
If the data item modified is a sensitive item, then irrespective of its Δ value, the verification process is
initiated. This is to ensure that all sensitive data in the database always remain free from malicious
activities. In case (b), when a regular item is updated, if the change Δi is less than threshold Δti, the Δi value
is added to that of the Δti. Next, if the Δi value by itself crossed the threshold or the Δti value crossed the
threshold, the verification process is triggered. Upon successful verification, the corresponding Δti is set to
zero indicating that all previous write operations on data item i are valid. In the third case (case (c)), the
verification process is carried out since the update does affect a sensitive item and as the primary objective
of our approach is to give the security of those data high priority.
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An update of a data item may cause one of its dependent items to be updated immediately (such as when a
trigger is used) or to be updated later (when another user reads the value of the former and updates one of
the dependent items using the value read). In the first situation, the dependency graph is modified to reflect
the dependency relationship. To accomplish this, all the data items updated as a result of being directly or
indirectly dependent on the modified data item are added as nodes to the corresponding dependency graph
with appropriate edges to represent the dependency relationships. Indeed, as explained previously, if one
of the data items being updated is a sensitive item, the verification process will begin. If no sensitive item
is involved, the write operations are carried out. Verification is done only if one of the Δ ti values exceeds
the corresponding threshold Ti. The second scenario deals with write operations on data items that may
affect other items, but not immediately. Since the dependents are not altered immediately, only the data
items getting modified and the associate dependency relationships are added to the dependency graph. As
an example, let us consider that the final grade in a course depends on the accumulated scores secured in
several tests. The final grade will not be calculated until all the test scores are received. So, even though the
grade is dependent on various scores, grade will be updated only when each of the test scores has received
a value. Therefore, every time a value is entered for a test score, only that corresponding node is added to
the graph. Finally when all scores are entered and the final grade is calculated, a node representing the
grade will be appended to the graph. At that time, if any problem as described before (e.g., accumulated
change exceeds the threshold) is encountered, then the graph is traced to find the dependency relationships.
This will indicate that the test scores are the precursors to the grade. Then the verification process is
initiated to determine which of the test scores carry wrong values (i.e., determining all malicious updates).
In essence, when a data item is found to be invalid, all its dependents are also checked. This process
continues in a recursive manner.
In some situations, through the verification process, we may find that one of the updates was incorrect. At
that time, the involved data item is deemed damaged and all subsequent updates that used this damaged
value will also be considered affected resulting in damage to other data items. Therefore, a damage
assessment and ensuing recovery algorithms need to be used to correct the wrong and guarantee the
integrity of the database. There exist many such algorithms including some developed by us (for example
see (Panda 1999; Patnaik 2003, Zue 2004) ). Such methods are beyond the scope of this work and will not
be discussed here. Indeed, when data items are recovered from damage, as in case of successful verifications
of write operations, the Δti values of those data items are set to zero indicating that they are valid.
We have developed a formal algorithm for the above described threat mitigation method. However, keeping
the limit on the length of the paper in mind, we do not provide the algorithm here. We believe the described
method is clear enough; however, anyone interested in the algorithm, may contact us.

4. The Challenge of Insider Threat in Cloud Relational Databases
As discussed in the previous section, defending integrity against insider threat in traditional databases may
be performed by building and searching transactions dependency graphs, as well as using threshold values
on updates. However, this approach cannot be performed easily in cloud environment due to load balancing
and live migration. Two problems arise due to the aforementioned processes, which are discussed below.
We should mention here that the problems discussed in this section are not exclusive for the model
discussed in the previous section. That is, the problems may arise in many approaches proposed for
mitigating insider threat when applying them in cloud environment.
A. Threshold Values
Cloud providers may store data in more than one data center that are geographically and logically separated.
A data center may consist of many availability zones. To achieve greater performance and fault tolerance,
the traffic of an application may be distributed across multiple availability zones and data centers. This
process is called elastic load balancing as discussed earlier. Insiders may be allowed to access the cloud from
many sites in the globe, which is one of the features that the cloud offers. Cloud systems connect insiders to
the closest availability zone (if it is not overloaded) to execute their queries in order to achieve the best
performance. This means that insiders may be connected to different availability zones when they travel
and work from different sites.

8

Editors: Brajendra Panda and Qussai Yaseen

In light of the previous discussion, the Δti values may be distributed across many replicas, availability zones
or data centers. This process would make using threshold values to track malicious modifications a difficult
process. To clarify this point, suppose that an insider R has issued transactions T1, T2, and T3, and all of
them update a data item x. Assume that after executing T1, T2 on a node N, the node becomes overloaded
and the system migrates T3 to another node N’. In this case, ΔX that was calculated on N has been lost.
Therefore, malicious changes could be made without being noticed.
B. Transactions Dependency Graphs TDGs
Building transaction dependency graphs is harder when migrating transactions to different nodes during
the time of load balancing. To verify this point, recall Figure 1. Suppose that after assigning transactions T 1
to T6 to node N, it becomes overloaded. Therefore, the system schedules incoming transactions T7 to T11 to
node N’. This process breaks the transaction dependency graph into two disjoint graphs. In this case,
transaction T1 will not be considered malicious, which it could be, since it does not change a critical data
item directly or indirectly as the partial dependency graph does not show this. Figure 5 shows how load
balancing may lead to false negatives in insider threat detection and prevention models.

Figure 5. The effect of load balancing on building TDGs and accumulated update
values.

5. Mitigating Insider Threat on Integrity in Cloud Relational
Databases

Applying the model discussed in section 3 in cloud raises a number of questions regarding building,
maintaining and storing TDGs and accumulated updates on data items. For example: How can TDGs be
built in a load balancing environment? Where will they be stored? Where will the insider threat mitigation
unit be stored? How can one keep and maintain accumulated updates on data items? What cost on
performance and delay should be paid when using these terms? This section proposes three models to
defend integrity against insiders in cloud relational databases that answer the aforementioned questions.

Information Institute Conferences, Las Vegas, NV, May 19-20, 2015

9

Panda; Yaseen

5.1 Insider Threat Mitigation unit (ITMU)

In cloud RDB, RDBMSs are installed on nodes that run queries on a database image. Basically, Insider
Threat Mitigation Unit ITMU should be plugged into RDBMSs in order to defend the integrity against
insider threat transactions. However, the question that arise is: where should the structures needed by
ITMU be stored?
The described model in section 3 makes a heavy use of dependency graphs data structure, which consists
of TDGs that are updated and traversed frequently, and data items dependency graphs that are needed to
build TDGs (discussed in section 3.2). Obviously, storing dependency graphs in local systems goes against
the cloud paradigm and in some cases is inefficient too since they need to be frequently accessed. In
addition to network overhead, there is the concern of space requirement particularly when the dependency
graphs become considerably large. Theoretically, given that there could be a node for each data item and
an edge between two data items, a dependency graph may become exceptionally big – even though in
reality, not every node will participate in the graph (the nodes that do not contribute to a dependency
relationship need not appear in the graph), and not every pair of data items will have an edge connecting
them. In addition, a TDG that may be needed by a node may differ from TDGs that are needed by other
nodes since transactions on nodes are different. In addition to dependency graphs, data item update
information should be maintained to monitor which updates exceed a preset threshold, which is used to
raise insider threat alerts.
This section discusses three models to store and maintain the structures needed by ITMUs, and analyzes
their advantages and disadvantages.
A. Replicated Layout
In this model, ITMUs structures (dependency graphs and data items updates) are stored in the host node
(the node that is executing transactions). When a new dependency between two data items is encountered
the graph needs to be modified accordingly to represent the newly found dependency relationship.
Similarly, the accumulated updates on data items are stored and maintained on the host node. When an
insider sends a transaction to a cloud RDB, the query router sends the request to the database node, say N1.
When the node becomes overloaded, incoming transactions are routed by the query router to a new node,
say N2. When an insider submits his/her transactions to the cloud database. The query router sends the
transactions to a database node, say N1. The ITMU in N1 starts building the transactions dependency graph
and calculating updates on data items. If N1 becomes overloaded after executing a number of transactions,
the incoming transactions are migrated to an under-load node, say N2, which should resume N1’s work.
Therefore, N1 sends its cache and transactions status to N2. However, the ITMU in N2 needs the dependency
graphs and data items updates in order to check whether there is a threat when executing the incoming

Figure 6. Replicated Model
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transactions. Otherwise, false negatives may happen. In this case, N1 migrates the dependency graphs as
well as data items updates to N2. N2 the resumes building the TDGs and modifying data item updates, which
are needed to predict insider threat, and to recover values when a threat occurs. Figure 6 demonstrates this
model.
A key benefit of this model there is no single point of failure. Moreover, transactions and threat mitigation
methods are quickly executed since the associated data structures are available in the host node. However,
the amount of information that should be migrated could be high, especially when dependency graphs are
large. This imposes more network overhead, and is both time and resources consuming activity, which
causes delays in processing future transactions.
B. Centralized Layout
In this layout, the ITMU’s structures (dependency graphs, data items updates) are managed by a
predetermined coordinator site. Whenever a user submits a transaction, the query controller sends the
transaction to DBMS node. The ITMU in the node, negotiates with the coordinator to verify whether there
is an insider threat possibility. If the transaction is successfully executed, the ITMU sends the data items
update information to the coordinator for modification of its database. This model is depicted in Figure 7.
As can be realized, this layout has a single point of failure. That is, if the coordinator fails, the threat
mitigation process comes to a halt. To solve this problem, a secondary coordinator can be used that takes
over the responsibility in case the primary coordinator fails. But, then the data structures must be replicated
at this site and all updates to the structure needs to be carried out synchronously. However, the
synchronization activity is performed only between the primary and secondary coordinators. Advantages
of this design include the relatively small amount of network traffic in comparison to the replicated design.
Therefore, this layout is more scalable than the previous one.

Figure 7. Centralized Model
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C. Migrate-Upon-Request Layout
This design is based on the assumption that each transaction uses only a small number of data items in a
database. Therefore, to check whether a transaction forms a threat, a small part of the data dependency
graph should be used. Similarly, the Δti values of a few data items, which are used by the transactions only,
should be updated. Algorithm 1 shows the complete process of the Migrate-upon-Request Model.

Algorithm 1. Executing Transactions and Insider Threat Mitigation in Migrate-upon-Request Model
Input. Set of transactions Sl (l=0,1,…), Data Dependency Graph DDG, Transaction Dependency Graph TDG,
Accumulated Updates AU, Threshold values
Output. Insider Threat Mitigation
1. For each transaction Ti submitted by insider F
2. Route Ti to a database node Ni
// scheduling Ti
3. Add (Ti , TDG)
// update TDG
4. Sl = Sl ∪ { Ti }
// add Ti to the scheduled transaction
5. For each transaction Tk ∈ Sl
// executing Tk
6.
IF Overloaded (Ni) = False
// not overloaded Ni
7.
CheckThreat(ITMU, TDG, Tk)
8.
IF Threat = True
9.
Reject Tk
10.
Else
11.
For each data item D ∈ Tk
12.
IF Operation(D) = write
// update operation on D
13.
Update(AU(D))
// update accumulated updates of D
14.
CheckThreat(ITMU,AU(D))
// if AU(D)>Threshold
15.
IF Threat = True
16.
Reject Tk
17.
Execute Tk
// it is safe
18.
S l = S l – { Tk }
19. Else
//Overloaded (Ni) = True
20.
Pick another node Nj ≠ Ni
21.
For each Tn ∈ Sl ∨ Incoming_Transaction(Tn)
22.
Migrate(Tn, TDG, Nj)
// migrate Tn to Nj
23.
For each data item D ∈ Tn
24.
IF Operation(D) = write
25.
Request(DDG(D), Ni )
// request a portion of DDG from Ni
26.
Update(TDG)
// for incoming transactions
27.
CheckThreat(ITMU, TDG, Tn)
28.
IF Threat = True
29.
Reject Tn
30.
Else
31.
For each data item D ∈ Tn
32.
IF Operation(D) = write
// update operation on D
33.
Update(AU(D))
// update accumulated updates of D
34.
CheckThreat(ITMU, AU(D) )
// if AU(D)>Threshold
35.
IF Threat = True
36.
Reject Tn
37.
Execute Tn
// it is safe
38.
Sl = Sl – { T n }
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This model works as follows. When a node, say N1, that is serving transactions becomes overloaded, the
query controller chooses another node, say N2, to serve incoming transactions. In this case, instead of
migrating all information as the replicated model does, this model performs some chatting between N1 and
N2. When N2 receives a transaction, it investigates the transaction’s operations and asks N1 to migrate the
specific part of the data dependency graph that contains that data item. To clarify this point, suppose that
a transaction T{ w(x), r(y), w(z)} has been routed to N2 because N1 was overloaded. In this case, N2 asks N1
to migrate the cache and TDG only. Next, N2 investigates T’s first operation, which is w(x) in this example.
Then, N2 sends a migration request to N2 informing it that it needs that portion of data dependency graph
that contains x only as well as the accumulated updates on x. That portion of data dependency graph is used
to complete building the TDG, which is used with the accumulated updates of x to predict insider threat as
discussed in section 3. N2 continues the aforementioned process for the rest of operations.
Obviously, the Migrate-Upon-Request Layout reduces the network overhead that occurs in the replicated
model, by requesting data only when needed. Moreover, it does not have a single point of failure as the
centralized model does. Table 1 compares between the three models.
Table 1. Performance Comparisons of the Three Models
Model
Single
Network
Delay
Scalability
Point of Traffic
Failure
Centralized
Yes
low
High
Low
Replicated
No
High
Low
High
MigrateNo
Medium
Low
High
upon-request

6.

Conclusion

Insiders pose a serious threat on individuals’ and organizational assets. The threat that insiders form
increases substantially in cloud infrastructures because of their vulnerabilities. This paper has discussed
insider threat to data integrity in cloud relational databases. It has described how load balancing may
weaken the existing security mechanisms and enables insiders to launch attacks. Explanations are provided
to show how load balancing may split transaction dependency graphs that are necessary to predict malicious
modifications and are critical to ensuing database recovery process. Moreover, the paper has proposed
three models that are suitable for applying Insider Threat Mitigation Units in cloud relational databases.
Furthermore, it has presented the advantages and disadvantages of each model on processing time, network
traffic and overall cloud RDBMS performance. As future work, we plan
to conduct experiments to establish the effectiveness of the proposed models, and measure and compare
the overhead (processing time and network traffic) that the models can add to the cloud RDBMS.
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